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Abstract. We continue the study initiated in [13] on Stackelberg Schedul-
ing Strategies. We are given a set of m independent parallel machines or
equivalently a set of m parallel edges, each with a load dependent la-
tency function. The setting is that of a non-cooperative game: players
route their flow so as minimize their individual latencies. Additionally,
there is a single player (the leader), who controls an « fraction of the
total flow. The goal is to find a strategy for the leader (i.e. an assign-
ment of flow to individual links) such that the selfish users react so as to
minimize the total latency of the system. Building on the recent results
in [13, 14], we devise a fully polynomial approzimate Stackelberg scheme
that runs in time poly(m,1/e) and results in an assignment whose cost
is within a (1 + €) factor of the optimum Stackelberg strategy. We also
study the generalization to multiple rounds. It is easy to see that more
than two rounds do not help. We show that the two round Stackelberg
strategy (denoted 2SS) always dominates the one round scheme. We also
consider extensions of the above results to special graphs, and special
kind of latency functions.

1 Introduction and Motivation

The dynamic behavior of large scale networks can often be modeled by non-
cooperative games, with agents acting in a selfish manner. The fixed points
of such dynamical systems often correspond to Nash equilibrium of the corre-
sponding non-cooperative game. Although Nash equilibria are adequate from
the standpoint of user optimum, these operating points are usually inefficient
as measured by the way system resources are used (a.k.a. system/social opti-
mum) [13,8,10]. The inefficient use of a system can be overcome by a number
of possible strategies that aim to bring the operating point of the system closer
to a social or a system optimum. Examples of this include: (i) Pricing: Use
pricing mechanisms that lead to strategies by players with equilibria that are
more efficient [4,15], (ii) Algorithmic Mechanisms: Network wide rules on
how commodities are stored, routed and scheduled [11,5], (iii) Network De-
sign: Designing networks in which Nash equilibria are close to global optimum
[10]. The above approaches demand either the addition of a new component
to the networking structure, such as price or apriori design decisions regarding
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the network topology or policies used. Here we consider an alternative approach
motivated by the earlier work of [8,13]. In this setting, we have two types of
players: set of selfish players who wish to minimize the latency they experience
and a leader whose aim is to optimize the overall system. The leader controls an
a fraction of the total flow, and by routing it suitably, can help move the final
equilibrium point more closer to the system optimum (in terms of the global ob-
jective function under consideration). Such games are referred to as Stackelberg
games and also arise in the design and development of large scale socio-technical
simulations. See [16] for more details on these projects.

Here we consider a particular Stackelberg game (referred to as Stackelberg
Flow Routing Game), as studied by [8,13]. We have a single source destination
pair joined by m parallel links from the source to the sink. Latency functions are
specified for the links, and they are required to be non-decreasing. This can also
be viewed as a machine scheduling problem. Each agent is assumed to constitute
an infinitesimal fraction of the flow, and the total flow to be set up is denoted by
r. In addition, there is one distinguished player called the leader, who controls
an « fraction of the flow r. The protocol of the game is as follows: First, the
leader chooses an assignment s = (sy,..., S, ) of flows on the links, taking into
account that remaining players are going to play selfishly. Next, all the selfish
players route their flows so that the system reaches a Nash equilibrium, ¢. The
assignment chosen by the leader is called a Stackelberg strategy and it satisfies
> ;8i = ar. The goal is to minimize the cost of the flow s +¢. In this paper, the
time it takes to reach the unique Nash equilibrium is not of interest. Instead, we
are interested in the computational cost of finding a Stackelberg strategy. We
will say more about this later.

As argued in [8,13], despite its simplicity, the above setting models a num-
ber of practical situations that arise in the design of communication networks
and machine scheduling. For example, as noted in [8], in broadband networks,
bandwidth is separated among different virtual paths resulting effectively, in a
system of parallel and non-interfering links. Moreover, recent IP specifications
provides the option of choosing a particular paths to route their packets [3,6].
Similarly, as noted in [2], many ISPs have chosen to increase their network ca-
pacity by placing a set of parallel fiber optic links between consecutive switching
centers. In this setting, the ISPs as owners of the infrastructure can reserve cer-
tain amount of bandwidth for itself and allow the remainder of the bandwidth
to be used by the customers.

2 Our Contributions and Related Work

We continue the study initiated in [13] on finding polynomial time computable
Stackelberg strategies that improve upon the cost of Nash equilibria obtained
without the presence of any leader.

1. Given a set of m parallel links with latency functions represented as polyno-
mials with non-negative coefficients, we devise a family of Stackelberg algorithms
1SS, that for each € > 0, yield an assignment of flows to the links with the fol-



lowing property: The cost of the solution induced by 1SS, is no more than (1+¢)
times the cost of the solution induced by an Optimal Stackelberg strategy. The
algorithms run in time poly(m, 1/€), and thus constitute a fully polynomial time
approzimate Stackelberg scheme (FPTAS) for the Stackelberg flow routing game
on parallel links. Note that as shown in [13], the problem of computing the op-
timal Stackelberg strategies is Weakly NP-hard even for instances consisting
of m parallel links between a given source destination pair, even when restricted
to linear latency functions on each edge. Roughgarden’s [13] results imply a é
approximation algorithm for the case where the latency functions are nonnega-
tive, continuous and nondecreasing, and a :H%a approximation algorithm for the
case of linear latency functions. In [13], Roughgarden left open the question of
designing approximation algorithm with a better performance guarantee. Thus
our results answer the above question affirmatively.

As a first step towards understanding this problem in general graphs, we
consider layered graphs with bounded width, and show that there is an approx-
imation scheme for the optimum stackelberg strategy.

2. We then consider two natural variants of the basic Stackelberg Strategy.
Given that a move by the leader followed by a round of moves by all other
selfish followers improves the solution, it is natural to ask what happens if this
process is repeated. It is easy to see that any further pair of leader-follower
moves will yield the same solution as one round of leader-follower moves. What
will make a difference is if we allow only the leader to make an extra move: in
round 1, the leader assigns certain flow s to each of the links. In round 2, the
selfish players then assign the remaining (1 — a)r flow (denoted by t) such that
the flow (s + t) is a Nash equilibrium. Finally, in round 3, the leader is allowed
to reroute some of the ar flow it controls. Call this assignment s'. Thus the
resulting assignment is s’ 4+ ¢t. This kind of game is denoted by 2SS (two -round
stackelberg). We show that 2SS indeed strictly dominates the 1 round Stackel-
berg Strategy, i.e. the cost of assignment is no more than the cost of 1 round
Stackelberg. For some special classes of latency functions, we obtain better fac-
tors. An interesting aspect of the problem is that whenever one and two round
Stackelberg strategies guarantee only a factor é of the system optimal, a sim-
ple Nash equilibrium can also guarantee the same factor. Finally, we also study
the variant where the selfish followers move first, and then the leader moves. It
turns out that this variant is also better than the one round stackelberg strategy.

Organization: The rest of the paper is organized as follows. Section 3 defines
the basic model. In Section 4, we discuss the PTAS for the problem on parallel
links. Section 5 discusses the two round stackelberg game, and Section 6 has
some conclusions and open questions. Many proofs are ommitted due to lack of
space, and will appear in a full version.



3 Basic Model and Preliminaries

For sake of consistency, to the extent possible, we use the notation used in [13]. In
general, we have a directed network G(V, E), with latency functions £, () specified
on each edge e. A vector 7 specifies the flow requirement between different pairs
of nodes in G. For a function f, we use f'(x) to denote the derivative of f at .
Here we will assume that the latency functions ¢;() are specified as polynomials
with nonnegative coefficients that have poly(m) sized description 2. For the most
part, this paper deals with networks consisting of two nodes, i.e., V = {vs, v},
with a set M = {ey,...,e;} of m parallel links between v, and v; with r units
of flow to be sent from v, to v;. Throughout this paper we will use z to denote a
vector of flow values assigned to edges and use z; to denote the flow on edge i. The
cost, C(z), of a flow assignment z = (21, ..., 2p,) is defined as C'(z) = >, zil;(z;).

By x = OPT(G,r) and y = Nash(G,r), we denote the optimum flow as-
signment (i.e., one that minimizes ), z;¢;(z;)) and the Nash flow assignment
vectors, respectively, when the flow requirements are specified by r. Order the
links so that ¢;(x;) < €;(z;),Vi < j. Sometimes, we will need to consider a subset
X of links rather than all the links, and given an assignment u, we use:

— uy to denote the projection of u on X,

— Clux) = ) ;cx uili(u;) to denote the cost of the assignment restricted to
X and

— u(X) = > ;cx ;i to denote the sum of flows on links restricted to X.

In general, we will use u and ug interchangeably.

Definition 1. A Stackelberg Strategy is an assignment vector s such that
> ;8i = ar and the Nash equilibrium 83 induced by s is a vector satisfying the
following properties.

1LY, ti=(1—-a)r

2. bi(s;i +t;) < Llj(sj+t;) for all i,j such that t; > 0.

From the definition above, given the Stackelberg assignment s, the induced
Nash assignment t is well defined, and the cost induced by s is defined as C'(s) =
C(s+t)=>.(si +t:)li(si +1t;).

An instance of the Stackelberg Routing problem is given by (G, a,r). Here
G is the graph consisting of parallel links, « is the fraction of the flow can be
chosen by the leader and r is the total flow to be routed. Thus (1 — @)r units
of flow are routed by selfish players and each controls an insignificantly small
quantity of the this flow. The game is played in two steps:

1. In Step 1, the Stackelberg player (leader) chooses a flow vector s such that

Y. Si=ar.

% The conditions assumed in [14] were that the each latency function ¢;() is continuous,
differentiable and non-decreasing, and z¢;(x) is convex.

3 Technically ¢ should be indexed by s; but in the current setting this will be clear
from context and will thus be omitted.



2. In Step 2, the selfish users route the remainder of flow i.e. choose an assign-
ment t of (1 — a)r units of flow to the links to reach a Nash equilibrium
induced by s.

The cost of the game is C(s) = C(s +t) = Y, (s; + t;)li(s; +t;). Let s* be the
optimal Stackelberg strategy, and t* the (unique) Nash equilibrium induced by
s*. Thus s* = argmin{C(s) : sis a Stackelberg Strategy }.

Definition 2. An p-approximate Stackelberg strategy (algorithm) for the
Stackelberg Flow Routing problem is a polynomial time algorithm that outputs
an assignment s of flows such that its induced cost C(8) is no more than a mul-
tiplicative factor p more than the cost of the assignment induced by the optimal
Stackelberg Strategy s*, i.e. C(s) < pC(s*). A fully polynomial time ap-
proximate Stackelberg scheme for the Stackelberg Flow Routing problem is a
family of algorithms that for each a given performance requirement € > 0, run in
time polynomial in 1/e and the problem specification and output an assignment
vector s. such that C(s.) < (1 +¢€)C(s*).

Finally, we recall the results in [13,14] that will be used in the rest of the
paper.

Lemma 1. ([13,14]) Suppose M is a set of machines (parallel links) with
continuous, nondecreasing latency functions. Then the following hold.

1. For any flow requirement r > 0, a Nash equilibrium ezists.

2. If € and x’ are assignments at Nash equilibrium for (M,r), then Vi € M,
li(zi) = li(@}).

3. Suppose x;l;(x;) is a convex function for each machine i. Then an assignment
x to the machines M is optimal iff Vi,j € M, if z; > 0, then l;i(x;) +
zili(z;) < li(zj) + z;l5(z;). In other words, all machines with positive flow
assignment have the same marginal cost function. Moreover, the optimal
assignment can be computed in polynomial time.

4 A FPTAS for Stackelberg Strategies

4.1 Properties of s*

We first isolate certain invariants of the optimal strategy, and show that the
knowledge of these invariants reduces the problem of finding s* to solving a
mulidimensional knapsack instance. To get a (1 + €)-approximate solution, it is
sufficient to guess these invariants, and this is demonstrated in the next section.
Recall that s* denotes the optimal strategy and t* denotes the optimal Nash
equilibrium induced by s*. Let M—o = {i : t; = 0} and M~ = {i : t7 > 0}; thus
E = M_ogU M-~y and M—_qgN Mso = ¢ Thus M_q consists of those machines
which are no assigned flow by the selfish users and M+~ is the set of machines
that are assigned a positive flow by the selfish users. The cost induced by s* 4 t*
is the sum of the cost of assignments on M_y and on M~y. Then:



— Since t* is a Nash equilibrium, by Lemma 1, the latency on all ¢ € M~ is
the same. Let us denote this latency by L*.

— Second, since s* is an optimal Stackelberg strategy, by Lemma 1, the marginal
costs of increasing cost on any ¢ € M_q are the same. We will denote this
by D*.

— Finally, since Vi € M=y, tf =0 it must follow that Vi € M—y, ¢;(sf) > L*
(otherwise, the Nash assignment would choose to add some flow on link 7).

The following observation shows that the assignment of s* to Ms¢ is not
unique.

Observation 1 Let 8 be any assignment such that §; = s;,Vi € M—o and §; <
s; +1t;,Vi € Mo, while satisfying >, 3; = . s;. Lett; = s; +tf —3;,Vi. Then,
t is a Nash equilibrium induced by the Stackelberg strategy s and C(s +t) =
C(s*+t).

4.2 Reduction to Multidimensional Knapsack

Assume now that we know L* and D*, and S5 = s*(M—p). Then U, =r — Sj
is the total assignment on M~ by s* + t*. Also assume that we can solve for
the roots of the latency functions exactly. All these assumptions will be relaxed
within a 1 + € factor when we look for an approximate solution in the next
section.

For each link i, the basic difficulty is deciding whether it must belong to
M_q or to Msg. Once this decision is made, the assignment on it is easily
fixed: if i € Msg, solve for u; in ¢;(u;) = L*; else (i.e. i € M_g,) solve for
s; in (s€;(s;))' = D*, where the prime as stated denotes the derivative. The
assumptions that the latency functions are polynomial and non decreasing imply
that the roots are unique.

Since, we do not know if a link belongs to M—g or to M~q, we compute for
each link i, a tuple (s;,u;) where £;(u;) = L* and s; is defined as follows: let y
be the solution to (x¢;(z))" = D*. If £;(y) > L*, define s; = y, otherwise s; = occ.
The reason is that if y represents the flow on the machine on which the selfish
users do not assign any flows, then the latency on this machine should be at least
L*. Let U* = 32, u; and ULy = > cpr, ui- The tuple tells us the assignment
of flows on the link once the decision about the link being in the set M—q or to
M-~ is made.

Lemma 2. Let X be a subset of links that minimizes ), x sili(si), while satis-
fying 3 icx 8i = S5 and )2, x ui = U* —UZ,. Consider the Stackelberg strategy
w defined as wi = s;,Vi € X and w}, =0,Yi € X. Then C(w') = C(s*).

Lemma 2 provides a method for choosing the membership of each link to
one of the sets M—p or to M~ and also specifies a method for assigning the
flow values appropriately. Note that the Stackelberg assignment does not need
to assign anything on X.

Given Lemma 2, the problem now reduces to of finding such an X. As men-
tioned before, each link ¢, = 1,...,m, is associated with a pair (s;,u;) and



cost ¢; = s;¢;(s;). Suppose we are given S, U; and L*. We need to compute
the cheapest subset, X, satisfying s(X) = S; and u(X) = U* — UZ,. It is easy
to see that the normal dynamic programming for the knapsack problem can
be easily adapted here. When we try to find an approximate solution in the
next section, We will actually need a solution to a slightly more general prob-
lem: given bounds A, A, By, B, determine the cheapest subset X satisfying
S(X) € [Al, AQ],U(X) € [Bl, BQ]

4.3 Finding an Approximate Solution

In the previous section, we showed that if we knew the invariants L*, D*, 5§
exactly, we could compute the optimum Stackelberg strategy. We cannot expect
to know these quantities exactly, but can guess them within a factor of 1 + 6,
simply by trying all possible powers of 1+ 4. If these quantities are polynomially
bounded, the number of trials is bounded by a polynomial in loglo(%é). We show
now that with this slack, we can still obtain an approximate solution.

We assume here that all the latency functions are rational functions of poly-
nomials with polynomially bounded integral coefficients and exponents. This
allows us to estimate the assignments on the links, given the latencies on them
(which we guess, as mentioned above) and also ensures that when the assign-
ment on a link is increased by a small factor, the latency does not blow up. We
will have a fixed parameter ¢, which depends on €, and another parameter, d;,
is chosen so that £;((1 + 20)z) < (1 + 61)¢;(z) for any i,z. For our purposes, §
will be chosen to be inverse polynomial.

Following the discussion above, assume that we have guessed L, D, Sy, Usg
so that L € [L*,(1 + 62)L*],D € [D*,(1 + 62)D*], So € [S§, (1 + d2)S§] and
Uso € [UZy, (1 4 82)U%,] for a parameter d, to be specified below. For each
link 4, sj,u; are defined as in the previous section. For each link ¢, solve for
L;(z;) = L and (y;¢;(y;))" = D so that the estimates are at least as large as the
exact roots of these equations, but not exceeding by a factor of 1+J-. By choosing
dy < & appropriately, we can ensure that u; = z; satisfies u; € [u}, (1 + d)u}]. If
li(y;) > (1—=08)L, define s; = y;*, otherwise s; = co. This gives us a tuple (s;, u;)
for each link i.

As before, s; is intended to be the assignment to link 4 if it is in M—g and wu;
is the assignment to link ¢ if it is in M~o. The extra complication we will face
is that even if i € M_o, we may have ¢; > 0 in the approximate Stackelberg
solution we find.

The next lemma — a refinement of Lemma 2, shows how the problem of
approximating the Stackelberg strategy can be viewed as an approximation to
the knapsack problem. The proof of the Lemma is based on Proposition 1.

Lemma 3. Let X C E be a subset satisfying the following conditions: (i)
Yiex 8i € [(1=0)55, (140)S5], (i) > iqx ui € [(1=0)(r—57), (1+0)(r—57)]

and (i) X minimizes the cost ), x sili(si).

4 This ensures that if s} is finite and ¢;(s;) > L*, £;i(s;) > (1 = §)L*



Consider the following Stackelberg strategy w induced by X: if s(X) <
ar/(1+25), w; = (1+20)s;,Vi € X and if s(X) > ar/(1+25), w; = 3% Si-
Then, C(w') < (1 +¢€)C(s*)

The following proposition is needed in the proof of Lemma, 3.

Proposition 1. Let 2’ be the Nash assignment induced by w' and v’ = w' + 2.
Let L' be the common Nash latency on all edges i such that z] > 0. Then the
following hold: (i) Vi € X, w} < (1+2d)s;. (i) w'(X) >S5, and (i)
L' <(1+46)L.

Proof Sketch of Lemma 3: Let z' be the Nash assignment induced by w' and
u' = w'+2z'. Let L' be the common Nash latency on all edges i such that 2} > 0.

1. The cost of w' + 2’ restricted to X is C(w's) = Y. g uil' = w/(X)L'. In
the remaining steps, we bound the cost restricted to set X.

2. By part 3 of Proposition 1, if z{ > 0 for some i € X, {;(w} + z}) = L' <
(1+4,)L.

3. Bound on the sum ) wil;(wj + z}): By construction, Vi € X, £;(s;) > (1 —
L > (1 —06)ti(w]+ 2})/(1+ d1), and therefore, by part 1 of Proposition
1, we have Y,y wils(w] + 2]) < (L+20)>(1+01) Y ;e sili(si) < (1+
20)3(1461)>C(s},_, ), where the last inequality uses the property that X is
the cheapest set satisfying the feasibility conditions. In the remaining steps,
we bound the quantity ), zi¢;(w; + zj) = 2'(X)L'.

4. Z(X) =r—w(X) —u'(X) < 20w (X) + (1 + 26)u(X) — u'(X) because
w(X)+u(X) > (1-90)r.

5. wW/(X)L' < (1426)(1461)s(X)(1 =6)L < (14+20)(1+01) Y ;e x sili(si) <
(1+20)%(1461)°C(s}3,_,), using w'(X) < s(X)(1+26), L' < (1+61)L and

6. Putting all the above together yields C(w') = > (w] + 2{)li(w} + 27) +
Yiex wili(uf) < (1+46)3(1461)2C(s3,) + (1+20)(1+6)u(X)L <

(1 +€)C(s*), where € is chosen so that 1+ € = (1 + 48)3(1 + 26;)>.
a

Recall that we have estimates Sy € [Sg, (1 + d2)Sg] and Usg € [UZ,, (1 +
d2)U%,] for appropriate d < 4. Since we do not know Sg,UZ, exactly, we will
actually find the cheapest subset X such that s(X) € [(1 — 62)So, (1 + d2)So] C
[(1=10)S5,(1+0)Ss] and u(X) € [U — (1 + 92)Us0,U — (1 — 02)Uso] C [U —
(14 8)U%y, U — (1 — 8)U%,] (which automatically ensures that u(X) € [(1 —
9UZy, (1 +6)UZ,]). This leaves us with the problem of finding an approximate
solution and this is solved in the following steps given in Figure 1.

Proposition 2. Let X be as constructed in Step 3 of Algorithm described in
Figure 1. Construct a Stackelberg strategy w’ from X, as in Lemma 3. Then
C(w’) < (1+¢€)C(s).

5 Two-round Stackelberg Flow Routing Game

We consider below a two round modification of the game. The corresponding
Stackelberg strategy, called 2SS is denoted by (s,s’).



1. Guess the values of L, D, So,Uso as described before, which means we try
out every power of 1 + J2 as a potential candidate for these values. Once
this is done, solve for s;,u; and then perform the steps below for each set
of candidates to get a solution corresponding to these values if it is feasible.
Finally, choose the set of candidates that gives the cheapest solution.

2. Scaling Let ms; = max;{s; : s; < oo} and m, = max;{u;}. Define §; =
|2 ] v = |4, S = |52 ] and Uso = [Z220]. Let U = Y, . If
si > So, 8; < oo for some i, it is clear that i € M~o, and we can remove link ¢
from consideration. Therefore, wlog we can assume that ms; < Sp. Similarly,
we can assume that m, < Usg.

3. The Dynamic Program Run the same dynamic program described in the
preceding section: compute the cheapest set S(m, (1 — 83)So, (1 + 83)So, U —
(1 +63)ﬁ>0, U— (1 —63)[7>0), in the notation of the previous section, where d3
is a small enough parameter to be fixed later. This gives us a set X such that
§(X) € [(1 = d3)S0, (1 + 63)So], A(X) € [U — (1 + 03)Uso0,U — (1 — d3)Us0)]
and the cost of X is minimized. The running time of this step is O(m® /).

Fig. 1. Overall Description of The Stackelberg Strategy for the Parallel Links Graph.

1. Choose a Stackelberg strategy s = (s1,...,sn) satisfying >, s; < ar
2. Let t be the Nash-equilibrium induced by s.
3. Keep t fixed and change s to vector s’

The goal of two-round Stackelberg strategy (s,s’) is to choose s and s’ so that
C(s' +t) (also denoted by C(s,s’)) is minimized. Roughgarden [13] showed that
the one-round Stackelberg strategy leads to an assignment with cost at most é
times the social (system) optimum, and so the question is whether a two-round
strategy leads to a constant factor improvement. It is easy to see that further
rounds do not help. If we have k alternating Stackelberg/Nash strategy, the final
solution just depends on the final round. Therefore, the only meaningful setting
is when the leader plays once more in the end.

The quality of 2SS In general, 2SS might not guarantee a factor better than
1SS but we point out instances where it does better. Also, it is interesting to
note that whenever 25S does not do better than é of the optimum, just the Nash
assignment s within é of the optimum, and so in this case, the Nash solution
is as good as the 1SS solution. This is summarized in the following lemma.

Lemma 4. Let ¢ = OPT(r) and y = Nash(r). Let A = {i : z; > y;}. If
z(A) —y(A) > ar, C(y) < L1C(x). If z(A) — y(A) < ar, 2SS leads to the
optimum solution.

Proof Let L(y) be the common Nash latency of y. Assume first that z(A4) —

y(A) > ar. Then, C(x4) > (ar + y(A))L(y). Therefore, C(y) = rL(y) <
7a+y(1A)/rC’(:r). Next, consider the case z(4) — y(A) < ar. Choose the vector

stobes; =y —x;,i & Aand s; = 0,i € A. Then ), s; < ar. The in-
duced Nash equilibrium will then be t; = y; — s;, Vi. In the second round, choose



si=zi—y,i € Aand s; =0,i ¢ A. Then ) . s =), s; and s’ + ¢ gives exactly
the optimum solution z. O

Note that the above scheme for 2SS actually results in a factor of at most
m. The LLF strategy for 1SS only guarantees a factor of L and it can be
shown that no strategy for 1SS can actually do better.

The following Lemma shows that the worst case bounds can be improved
when the latency functions are restricted. If £;(z(1 + 0)) > ¢(5)¢;(z) for each i,
the guarantee achieved by 2SS can be improved. Such an assumption is not too
unrealistic, since functions growing as fast as a polynomial have this property
at least asymptotically.

Lemma 5. Let Vi,u (;(u(1+06)) > ¢(0)¢;(u). Then if a <1 and (=) > 1,

then there is a polynomial time computable 2SS strategy (s,s'), such that

1—a+ aqﬁ(ﬁ)
ad(155)

Cs,s)) < Clo) < éC’(w).

5.1 Linear Latency Functions

Roughgarden [13] showed that the LLF strategy for 1SS yields an assignment of
cost bounded by 3%! times the optimal, when the latency functions are all linear.
We show that 2SS gives a strictly better bound for this case. In this section, we
assume that the latency function for link 7 has the form ¢;(u) = a;u + b;,i =
1,...,m and a;,b; > 0,Vi. As observed in [13], our ordering on the edges also
corresponds to the order b; < ... < b,.

The following lemma relates the costs of the optimum flow of  and the Nash
flow of r'.

Lemma 6. Suppose x = OPT(S,r) and 'y = Nash(S,r"). Then, C(x) = (r —

%’)L(y) + > ai(r — %)%+ b”i“, where L(y) is the common Nash latency fory.

Lemma 7. If the latency functions are all linear, then there exists a 2SS strategy
(s,s’) such that

4 4

!
<
Cls,s) < max(3+a+a3/32’ 3+a+a(l-a)/8

)C(x)

Proof Sketch: Let A = {i : z; > y;}. Let z(A) = Br,y(4) = B'r. As before,
the initial Stackelberg assignment s is concentrated on A, in such a way that
s+t =y, where t is the Nash assignment induced by s. The best 2SS strategy
would be to choose s so that after the first round, when s is transferred to
elements of A, the remainder on A is assigned optimally. Because of the difficulty
of analyzing this, we consider a different scheme below. Following earlier remarks,
we will assume that z(A) — y(4) > a.

We have three different cases, and the choice of s is different in each. The
choice of s’ is the same in all cases, and is described below. Let A = {a,...,m}
and let @’ € A be the smallest index such that (i) > ;c4, #i — yi < @, where



Ay =Ha,...,d'} and Ay = {a' +1,...,m}, (ii) z; > z;,Vi € A, where z4 is
defined as z4, = Nash(As, ' + a — x(A1)), 24, =xa4,, (iil) Ly (ze) < L(z4,),
where L(za,) = £;(2;),i € Ay is the common Nash latency of z4,. Then s} =
;i —Yi, 4 = a,...,a" and s} = z; —y;,i = a’ +1,...,m. It can be shown that
C(x4) > 55=C(za).

Case 1: 3i € A such that y; — x; > ar and b; > 6L(y): Definez; = Nash(A,r(1—
B' — a)). Choose s as s; = y; — 2;,Vj € A and s; = 0,Vj € A. By lemma 6,
C(xz) > (l—ﬂ—#)rL(zA)+bizi/4. It can be shown that since y; —x; > ar,
which yields C(x4) > wuz). The lemma now follows by fixing
d = a?/4 and combining the previous relations.

Case 2: 3i € A such that y; — z; > ar and b; < JL(y): Choose s; = ar and s; =
0,j #i. Define z5 as z; = y; — ar and z; = y;,Vj € A\ {i}. As in the previous
case, x; > y; — x; > ar. Let x; = yr > ar and y; = y'r > 2ar. By lemma
6, C(XA\{i}) >1-8-—v9- %’_VI)TL(Q/) Since b; < 0L(y), it can be shown
that C'(xgy) = v(aiy + bi) > ;’—?L(y) and putting all of these together, we get
C(x) > 3_47+BI+7;+46+472/71L(31) and C(z) < (14+¢€— oﬂ:a + ad)L(y). The
lemma now follows by setting § = /4 and by considering different cases for €.
Case 3:y; —x; < ar,Vi € A: In this case, there always exists a set B C A such
that ar/2 < y(B) — z(B) < ar. Let z(B) = yr,y(B) = 7'r. Define z45, 5 =
Nash(A\B,r(1-p"—y—a)) and zp = xp. Choose s so that s; = y; —z;,Vj €
B and s; = y; — z;,j € A\ B. By Lemma 6 Clxap) > %L(Z).
Also, C(zq\g) = (1 = ' —v — a)L(z). Adding the above inequalities, we get
C(xm\p) > 3_37+0‘+sz€/(O‘Jrﬁl)L(z). The lemma now follows by considering
different cases for e. O

6 Conclusions

We gave polynomial time approximation scheme for approximating the optimal
stackelberg strategy on graphs consisting of m parallel links. The immediate
problem in attempting to generalize this approach to more general topologies is
that the particular invariants we identified for designing the dynamic program
do not hold.

Nevetherless, for layered graphs with bounded number of nodes at each layer,
it is still possible to extend this approach: for each node v, we guess the flow v to
the sink, the common latency of flow paths through v carrying flow corresponding
to the selfish users and the marginal cost of paths through v that only carry the
leader’s flow. Once this is done, the flow assignment between two successive layers
can be obtained by solving the same convex program given in [14, 13]. Finally,
it is easy to see that the number of possible guesses at all vertices is exponential
in the width, and polynomial in the number of vertices and the error parameter.

An immediate open question is to investigate if similar results hold for general
graph topologies. A more difficult conceptual question is to study the Stackelberg
game when the flow is not infinitely divisible, for instance in the model of [9].
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